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Why? And what?

* On-chip learning at the edge promises low-latency, private

personalization with improved long-term robustness and reduced
costs.

* However, current solutions do not yet realize this potential.

* We taped out a demonstrator chip that sets new records and
unlocks previously impossible applications.
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Unified Learning and Inference Architecture
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Overview of the Chameleon chip

* Taped out in 40-nm TSMC
e Core area of 0.83 mm?

* 70 kB on-chip memory

* Storage forup to 131k
on-chip weights

* Support for learning 250
classes w/ 10 samples
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SotA Comparison: Few-Shot Learning

Dataset: Omniglot

5-way 20-way 32-way
1-shot 5-shot 1-shot 5-shot 1-shot
Kim et al.* [7] 93.4% 98.3% - - -
CIM accelerators { SAPIENS™ [8] - - - - 72%
FSL-HDnn [9] 79.0% - - 79.5% -

This work 96.8 + 1.6% 98.8 + 0.5% 89.1 + 1.3% 96.1 £ 0.5% 833 + 1.2%
* Uses an off-chip FP32 embedder.

FSL-HDnn | This work @ 100 MHz
Model size 5.5MB 59 kB
End-to-end power 27 mW 11.6 mW
End-to-end latency 53 ms 0.59 ms
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SotA Comparison: Continual Learning

Dataset: Omniglot

 Previous works:

. . 100 + 1-shot ~ —— 5-shot
* Require off-chip memory — 2.shot 10-shot
* Require off-chip calculations _ 90
* Only up to 100-128 classes 92
« 22-25% area for learning § 80 -
* First silicon-proven work < 70- =
to perform end-to-end 5 {8}
fully on-chip CL °01" o 9]
* Power/latency identical to > 203250 100 150 200 250

Number of ways

few-shot learning
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SotA Comparison: Inference (Keyword Spotting)

Matching SotA
accuracy

Vocell TinyVers | Tan et al. | Park et al.

JSSC’18 | JSSC’23 | JSSC25 | VLSI’24 This work
Raw audio? | No No Yes No No Yes
Accuracy | 90.87% | 93.3% 91.8% 92.7% 93.3% | 86.4%

Real-time | 6w | 1930w | 173 uW* | 468 uW | 3.0 uW | 59.4 pW
power
Model size | 16 kB 23 kB 11 kB 3.7kB 8.5 kB 60 kB

* Key processing steps take place off-chip

Lowest reported

real-time power
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Full SotA Comparison

Vocell | TinyVers | Tanetal. | Kimetal. | SAPIENS | FSL-HDnn This
JSSC’18 | JSSC’23 | JSSC’25 | TCAS-II’22 | VLSI’21 | ESSERC’24 work
Inference support A% A% \Y X Vv A% \%
End-to-end |, % X X X v %
inference
.Full on-chip v v % % % v Vv
weight storage?
On-chip FSL X X X A% \Y X \%
End-to-end FSL X X X X X X \Y%
On-chip CL X X X X X X \%
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Conclusion

e Chameleon is the first scalable SoC to enable end-to-end on-
chip few-shot and continual learning on sequential data

* [t does so without compromising inference accuracy nor
efficiency

* Hence, Chameleon paves the way towards fully realizing the
promises of on-chip learning
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