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@ The Al Compute Explosion

Not just more compute,
They are diverse in compute




@ Challenges of Heterogeneous SoCs
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@ The Big Idea: Make Accelerators First-Class System Agents

Accelerator shell

Accelerator-centric execution Local heterogeneity, global uniformity

Data Bus
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Control Bus




Meet HEMAIA

Straightforward HW-SW integration
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Near-Peak Compute Utilization!

TOPS

0.9
e TC =mm CGRA mmm HDC -8-TC 4x4x4 CGRA FFT v SNy
0.8 -m- TC 10x10x10 t -e— CGRA Interp. RS-
95% o 98% 97% aro =~ TC 12x12x12 t —*- HDC DIGIT T R
0.7 84% 95% 95% TC 3x128x8 t - HDC ISOLET "~ S
0 ,| —*- CGRA CMatMul —- HDC DNA I
0.6 60_98% 77% 10°1 4 CGRANorm -~ HDC LANG — T, "
69% Bl I..
05 Compute = ¢ . 9% s,
@ .
0.4 Utlllzatlon' |C_) Better S N e,
TOPS/W  86%"-
0.3 97% g6%, 86%
o 77% s ; 1
- o) utilization!!!
O-l >
0.0l Better TOPS
x RS R ({( N -1 0
5\‘\6 \16 \]\"6 ?:(335 N\ @l\ “0‘ ? \\(\e Q- 0\6 O\’ 0‘\\ p“ T MatMul (MxKxN) sizes. 19I'OPS 10

Larger size, higher utilization.

Performance per accelerator

Performance (TOPS) vs. Efficiency (TOPS/W)



Full Accelerator Coverage is Essential!
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Accelerator-Centric Execution Cuts the Host Overhead!

GPU (Jetson) Host-Centric Accelerator-Centric Pipelined Overhead
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Latency Improvements per Workload



@ The Paradigm Shift — Accelerators as First-Class Agents

« HEMAIA’s accelerator-centric execution
 Technical innovation: accelerator shell

» Silicon results:
« 70-98% compute utilization
* 1-40% reduced overhead
« 1.80x latency speed-up e
« 2.24x EDP improvement : ATy
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System expansion w/o rearchitecting the orchestration
while maintaining high efficiency
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THANK YOU!

UUUUUUUU

micas — KU Leuven confidential



	Dia 1: HEMAIA: Heterogeneous multi-ai accelerators
	Dia 2: The AI Compute Explosion
	Dia 3
	Dia 4
	Dia 5
	Dia 6
	Dia 7
	Dia 8
	Dia 9
	Dia 10: Thank you!

