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Introducing Axelera AI | 
Datacenter Performance, Edge Efficiency. 
Accelerating Inference, Everywhere.

Investors

Axelera AI – Confidential 

250+
Employees

60+
PhDs

2021
Founding

Company

Axelera AI is the largest AI semiconductor company in Europe

2-8x
Higher 

performance

3x
More cost 
efficient

4x
More power 

efficient

AI Processing Unit (AIPU)

We build the most powerful, efficient and affordable AI Processing Unit for computer vision & GenAI 

Team (select examples)

M E T I S

Computer vision and SLMs 
at the edge (2024)

20
Countries

→

E U R O P A
Gen AI for high-end 

edge & HPC (2025/6)

T I T A N I A
Datacentre

(2027/8)

10+
Strategic patents 

pending

$450M
Total funding

500+ customers and partners (select examples)

Technology

D-IMC for massively efficient AI

+Modules Cards

Boards Systems

Densely interleaved memory and 
compute to massively increase 
efficiency of running AI models

Product

AIPU, edge-native form factors and leading software stack

+
+

Four chips 
taped out in 

four years

Product 
execution

Strategic Pending 
Patents

10+

Intellectual 
property

From idea to 
commercialization 

$80M

Capital 
efficiency

500+ customers and partners (select examples)



Opportunity | Moving Toward Ubiquitous and Distributed Artificial Intelligence

1960 - 1980 1980 - 2005 Now

Data and devices

Mainframe Client-server Mobile cloud
Rise of Cloud AI

Ubiquitous AI Computing
AI everywhere

Centralized Computing Distributed Computing Centralized AI Distributed AI

~10M mainframes ~2B PCs ~50B Connected devices 100B+ Intelligence 
Devices

$$$$ $$$ $$

$

This large adoption will be driven by: 

(1) Decrease in AI compute costs

(2) Limited scalability of Cloud AI

(3) Increase in value created with AI 
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2005 - 2025



Problem | Addressing the Need for High-Performance, Low-Power, Cost-Effective Inference

Inference is the future of AI
…in edge AI: driving latency, efficiency, privacy and security benefits
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Low performance

Insufficient to handle the latest AI models

Power hungry

Energy inefficient or thermally constrained

Expensive

Customers priced out of mass deployment

The need? GPU-level performance at a fraction 
of the price and energy consumption

→

→

… but existing chips fall short

…and in high performance computing



Example Use-Cases | Advanced Edge AI Inference with Leading Performance and Efficiency
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Security, surveillance & 
smart cities

Retail & hospitality Defense & aerospace

Transportation & logistics Agritech Healthcare and life sciecnes

Industrials & manufacturing Robotics Automotive

Perimeter protection
Crowd/people behavior monitoring

Forensic search and violence/weapon detection

Customer behavior
Store automization

Smart loss & intrusion detection

Surveillance & situational awareness
Image positioning

Space (datacentre, missions, LEO)

Traffic monitoring 
Operator monitoring

Autonomy (train, ships etc.)

Crop health monitoring
Automated harvesting
Livestock monitoring

Patient monitoring
AI-powered diagnostics

Surgical assistance

Software-defined vehicles
ADAS

Synthetic video training data

World models and advanced robotics
Human-machine interaction

Pick-and-place

Quality control & defect detection
Equipment monitoring
Warehouse monitoring

HPC & Data CentreEnterprise AI

+ +



Value Proposition | Illustrating a Unique Combination of Performance and Sovereignty
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Performance & 
efficiency

Usability & accessibility Long-term partner with 
edge to HPC roadmap

Vision AI excellence

Sovereignty – Europe’s largest AI chip company

Metis (2024): For 
embedded & edge

Titania (2028): For 
enterprise and HPC

Support for most AI 
workloads, with a clear 
strength in Vision

The best chips to run 
Ultralytics Computer 
Vision models

Open SDK

Webstore & 
community

Seamless 
deployment 
workflows

2-8x better performance
vs NPUs

4x power efficiency
vs GPUs at equivalent performance

3x cost efficiency
vs GPUs at equivalent performance

Metis: 219TOPS at 5-9W
Europa: 629TOPS at 45W

in direct funding from EU 
sovereign institutions

Delivering critical sovereign infra 
programmes for Europe

Fundamental to the EU 
semiconductor sector>$280M 

Europa (2026): For 
edge & server grade
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Silicon Roadmap | Deepening Edge Leadership and Expanding into HPC

Metis (2025)

Europa (2026)

Used by 500+ customers today for high-performance edge computer vision and gen AI
The performance of A2000 at the price point of Jetson Nano

Built for high-end vision, robotics, and enterprise 
AI

Outperforms NVIDIA L4 or Jetson Thor at the price 
point of consumer-grade GPUs

• 5x performance in computer vision
• 6.5-10x performance in Gen AI
• New general processing capabilities

Titania (2028)

Ultra-high performance, server-class hardware, 
delivered through a scalable chiplet architecture

Unbeatable power and cost efficiency

$70M EuroHPC funding for development

• 15x performance in generative AI
• Scale-up and scale-out capabilities
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Metis | The First Generation: Deployed to 500+ Edge Customers

Axelera AI - Confidential8 | Axelera AI

Performance 
Frames per second (FPS)

Energy efficiency
FPS/Watt

Cost efficiency
FPS/$

Comparable to high-end 
Jetson (e.g. AGX Orin or Orin 

NX/Nano)
4x

Higher energy efficiency

2-3x
Better cost efficiency

2-3x
Higher raw performance

2x
Higher energy efficiency

2x
Better cost efficiency

GPUs
General purpose parallel 
processing

AIPUs
Specialized processors 
for AI tasks

→
$7.5M/year
Cost saving compared with 
purchasing Nvidia Jetson 

(assuming 10K units)

Metis (214 TOPs)
in production today

Notes: (1)  Based on SSD-MobileNet-v1; 300x300 input; (2) Complete system with a RockChip RK3588, 8-core processor ARMv8-A 64-
bit. Performance, power and list price based on publicly available data Metis performance data measured at full accuracy setting

Applications

Computer vision & 
Gen AI at the edge, 

across…

Security, 
Surveillance, 
smart cities

Retail

Defense & 
aerospace

Transportation & 
logistics

Agritech

Healthcare and 
life sciences

Industrial & 
manufacturing



Introducing Metis | Edge Computer Vision and SLMs

World Class Performance & Power Efficiency

Core Technologies

Industry Standard Form Factors, Small Die Size

Open by Design

Easy Programming

214 TOPS 8 Watts 4 AIPU Cores

RISC-V CPU cores

Various PCIe Cards

RISC-V Instruction Set Architecture

One Software, Multiple Platforms Minimal Code Changes2-5x 
Better Performance Efficiency 

than Other Solutions

*Source: Axelera Internal Data and Publicly available benchmarks

Voyager SDK on Github

34 GB/s DRAM BW 

M.2 cards SBC

Proprietary IMC Security



Metis AI Processing Unit | High-Level System View

Host interacts with the outside 
world and runs the “application”

Digital in-memory 
computing (D-IMC)

We merge the memory and 
compute elements to reduce 

data movement, physical size, 
and increase throughput for 
matrix multiply operations 

Metis AIPU

RISC-V System Controller

PCIe 3.0 

(x4)
Security

L2

LPDDR4x

AI Core

AI Core AI Core

AI Core

L1

RISC-V

D-IMC

DPU DWPU DECOMP

Host offloads NN 
Tasks to AIPU

High throughput, high energy efficiency, scalable architecture
10 | Axelera AI



Technology | Digital in-Memory Computing & RISC-V for High Performance and Programmability
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Digital In-Memory Computing

Densely interleaved memory and compute 
elements reduce data movement, physical 

size, and increase throughput for MVM

Neural Network Workloads

Matrix vector multiplications (MVM) constitute 
70-90% of neural network operations. Custom designed RISC-V control system is 

responsible for general purpose operations, 
scheduling of memory and graph processing

Matrix multiply

Highly programmable  
=  Usability

Vector processing 
extensions

=  Future-proof

Data prefetching
=  High Performance

Open source 
 = Collaborative 

improvement/innovation

0% 20% 40% 60% 80% 100%

BN50

Char

LSTM

NatLang

VGG

AlexNet

MVM operations Other operations

Speech
(RNN)

Language
(DNN)

Vision
(CNN)

Source:  B. Fleischer, VLS/19

Massively parallel 
execution

=  High Throughput

Local data & low data 
movement 

=  Power-efficient

Weight cells and
compute merge  
=  Small Die Area

INT8 weights/activations
and INT32 accumulation
~  FP32 Level Accuracy

Data flow control

RISC-V Control

Balancing performance, 
programming efficiency 

and silicon cost?



Axelera IMC technology | SRAM-Based Digital in-Memory Computing

▪ Immune to noise and memory non-idealities 
affecting analog IMC precision

▪ Interleaved weight-storage and compute units in 
an extremely dense fashion

▪ INT8 activations/weights with INT32 accumulation 
to maintain full precision

▪ Technology commensurate with CMOS scaling to 
low lithography nodes

4 weight sets

12 | Axelera AI



Axelera AI Digital-IMC | Differentiating Improvements

▪ Stores multiple weight sets in computational 
memory

▪ Enhances IMC storage density

▪ Allows accumulation up to 16k inputs

▪ Enables simultaneous processing and 
weight reloading

▪ Activity gating and clock gating

▪ Maintains high energy efficiency at low 
utilization

▪ Ensures full-precision accumulation

▪ Negligible accuracy loss compared to FP32

▪ Use of post-training quantization; 
no need for retraining Proprietary SRAM storage cells

13 | Axelera AI



AX DiMC | Clock and Activity Gating

▪ Bank gating

▪ If all 64 outputs of an IMC bank pair are unused 
the entire bank clock gated

▪ Block gating

▪ If the block is not used

▪ Block is clock-gated

▪ Inputs are silenced

▪ Energy efficiency high

▪ Even at low utilization

14 | Axelera AI



AX DiMC | Energy Efficiency vs Supply and Sparsity

15 TOPS/W for random uniform 
activations and weights (no sparsity)

82 TOPS/W under high sparsity 
conditions at reduced throughput

15 | Axelera AI



Metis market positioning | High Performance and High Efficiency for Advanced Computer 

Vision Workloads
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Low cost / power

High cost / power

High 
performance

Low 
performance

Metis

Unbeatable combination 
of high performance and 
high efficiency

Built for edge computer 
vision and small language 
models

Industry standard form 
factors

A2000

Jetson Orin 
Super Nano

Metis
H-8 or -10H

M1

Modalix

14T
3-4x better 
efficiency vs 
GPUs

2-8x better 
performance vs NPUs



Performance 
Frames per second (FPS)

Tokens/s

Energy efficiency

FPS/Watt

Tokens/s/W

Cost efficiency

FPS/$

Tokens/s/$

4x Europa = 1x L40 1.5-5x
Higher energy efficiency

3-10x
Better cost efficiency

2x
Peak throughput

3x
Higher energy efficiency

>2-12x
Better cost efficiency

same
Peak throughput

2-4x
Higher energy efficiency

2-4x
Better cost efficiency

Europa | Our Next Generation: Cloud-Grade Generative AI for Edge, Servers, and HPC

Axelera AI - Confidential18 | Axelera AI

L40

Up to $24M/year
Cost saving compared with 

purchasing Nvidia L40s 
(assuming 4,000x L40)

When was the last time a maintenance 
worker walked through the factory 
floor? 

That was 24 minutes ago at 
12:04pm. Here is a video

Europa (629 TOPs)
2nd generation technology

L4

Applications

→

AI FactoriesGen AI in current Metis 
edge markets

New edge markets 
(robotics, automotive)

Enterprise and professional

GB10 / Thor



Introducing Europa | More Performance, More Uses, Same Outstanding Power Efficiency

World Class Performance & Power Efficiency

Simplified Data Movement for Faster Insights

Industry Standard Form Factors, Small Die Size

Open by Design

Easy Programming

629 TOPS 45 Watts 8 AIPU Cores

2x8 RISC-V Vector Cores Integrated Pre/Post Processing

Various PCIe Cards

RISC-V Instruction Set Architecture

One Software, Multiple Platforms Minimal Code Changes3-5x 
Better Performance Efficiency 

than Other Solutions*

*Source: Axelera Internal Data and Publicly available benchmarks

21% Die Size compared to Comp*

Integrated H.265 Decoder

Voyager SDK on Github

200 GB/s DRAM BW 



Europa | Architecture Overview
Quad-Core RISC-V System

Controller

PCIe 4.0 (x4)

Memory

Security LPDDR5 (x256)

4K120FPS
HEVC265 DECODER

RISC-V Vector 
Cluster 1

RISC-V Vector 
Cluster 2

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

RISC-V

VPU

D-IMC / MVM

DPU DWPU

L1

DECOMP

AI-CORE

8 Highly Optimized 2nd Generation AI Processing Units (AIPU)

Onboard Video Decoder

629 TOPS 45 Watts TDP INT4 / INT8 / INT16

Minimize data movement, optimizes for vision-based neural networks 

16 RISC-V Vector Processing Cores

Fully on-board Pre/Post Processing

Upgraded Memory

128MB L2 SRAM

Frees CPU for Business Logic

3-5x Performance/$ over competition

Expanded SOTA Model Support

Continually Expanding SDK Increased Programmability

Performance

2-3x Performance/W over competition

200GB/s DRAM Bandwidth
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Titania | Our Third Generation: Scaling to Sovereign AI Gigafactories (Exp. T/O 2027) 

Physical, embodied ultra-high 
performance GenAI through 

chiplet-based integration

High-end edge Enterprise & near edge

Tier 2/3 and micro-
datacentres, enterprise on-

prem private AI and on-
premise server rooms

EU sovereign AI 
(giga)factories; power and 
CAPEX strained ultra-high-

performance inference

AI (giga)factories

Core market

POSITIONED FOR COST AND POWER EFFICIENCT 
INFERENCE IN 3 MARKETS

LEADING PERFORMANCE & 
MARKET POTENTIAL

3x lower cost vs B200 

(at >>performance)

4x lower power vs B200

(at >>performance)

$72M EuroHPC development 

funding + purchase commitments

3M European GPUs targeted in 

sovereign AI projects



Software | Voyager SDK Simplifies End-to-End Development and Deployment Process
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Integrated AI software stack designed 
to simplify application development, 

optimization and deployment

→

AI Models

Applications

Bring your own model
Import and optimize your existing 

AI models for seamless integration 
with Axelera hardware.

Open-source model zoo
Access a curated library of open-

source models, ready for 
deployment or customization

Axelera partner models
Leverage pre-optimized models 
from trusted Axelera AI partners 

for faster results

Axelera optimized models
Leverage pre-optimized models 

from our team, delivering leading 
performance and efficiency

Build your own pipeline
Create custom AI workflows tailored to your 

application needs using our flexible tools

Bring your pipeline with Axelera
Adapt and enhance your existing pipelines with 

Axelera AI's optimization capabilities

Use Axelera pipelines
Deploy pre-built, high-performance pipelines 

designed to simplify and accelerate deployment



$200B+

Total AI 
acceleration 
market

$15B

Edge AI 
systems 
market$40B

Edge AI chip 
market

Market | The AI Processor Market is Already Large – But Growing Rapidly

Market sizing 2024
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Sources: Omdia 2023; Gartner 2023; IDC 2024

Market drivers for AI acceleration

01 Emergence of AI native use cases

New use cases are emerging which demand 

low latency, privacy and security at the edge 

and proliferation of Generative AI networks

02 Better AI native hardware options

New powerful, efficient and affordable chips, 

like ours, will make it easy to run better 

models on the edge 

03 Proliferation of IoT devices

The edge is more measurable than ever 

before with the explosion of low cost IoT 

devices capturing data

→ 

AI acceleration market 

CAGR (2024 – 2030): >30%

$100B+

Total AI 
inference 
market

2026-2028 market 
expansion with 

EUROPA & TITANIA

Today addressable 
market with METIS

product line

https://omdia.tech.informa.com/OM032404/AI-Processors-for-Edge-Forecast-Report--2023-Database
https://www.gartner.com/en/newsroom/press-releases/2023-08-01-gartner-identifies-top-trends-shaping-future-of-data-science-and-machine-learning
https://www.idc.com/getdoc.jsp?containerId=IDC_P39947


Business Model | We Sell Hardware with a Predictable and Recurrent Sales Cycle

Typical customer product lifecycle (illustrative)
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AI acceleration cards AI SBCs AI Systems

We sell…

ResellersISVsOEMs

To…

• Minimum selling price of $249 (board)
• Gross margin of ~50%
• Average project value over four years is ~€1.5M (Metis)

• Customer integration time of a few weeks
• Length of customer product lifecycle of 4-6 years

With…

$3M revenue per customer over 4 years

$1.5M gross profit per customer over 4 years

This excludes any potential software monetization which we expect to generate from 2026

Sampling
3-6 months

Ramp up
6-9 months

Mass production
3-5 years

Ramp down &
Next-gen intro

6-9 months

4-6 
years

Sales

Time

“Design win”

Product 1, use case 1 
(e.g. Metis for surveillance)

Business model

Product 2, use case 1 
(e.g. Europa for surveillance) 

Product 1, use case 2 
(e.g. Metis for PoS)
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Sovereignty | Europe’s Sole AI Semiconductor Company with a Competitive Product

At the heart of Europe’s AI 
and semiconductor 

innovation

> $280M in EU & sovereign 
funding to date

Key part of critical 
sovereign infra programs

Developing Europe’s autonomous 
vehicle platform

Designing the chips for Europe’s future 
AI datacentre infrastructure



Management team
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Leadership

Management

Fabrizio Del Maffeo, MSc 
CEO & Co-Founder

Former AI and IoT industry leader with over 20 years of 
experience, including key roles as Head of AI at Bitfury and VP 
& MD of AAEON Europe (ASUS). Founder of UP Bridge the Gap, a 
€30M AI and IoT platform business. Expertise in building 
innovative AI and IoT solutions with extensive leadership in 
high-tech sectors.

Evangelos Eleftheriou, PhD
CTO & Co-Founder

IBM Fellow and former Head of Cloud & Computing 
Infrastructure at IBM Research. Previously led Neuromorphic 
Computing at IBM Research-Zurich. Holds 170 patents, has 
authored over 350 publications and has accumulated more 
than 27,000 citations in the field.

Jonathan Ballon, MBA
Chairman

Former Vice President and General Manager of Edge AI 
& IoT at Intel IOTG. Previously served as COO and Co-
Founder of GE Digital and held the role of Corporate 
VP at CISCO. 

Inder Singh, MBA
Non-Executive Director

Former CFO at ARM and Unisys, with additional 
leadership experience as Senior VP at Comcast and 
VP at Cisco. Currently serves as a Non-Executive 
Director at IonQ, Wiley, and Affinity Federal Credit 
Union.

Bram Verhoef, PhD
VP of Customer Success

Former Principal Member of Technical Staff 
at IMEC, with prior research roles at the 
University of Chicago and a post-doctoral 
fellowship at Harvard. 

Pascal Hagel, PhD
Director of Computing Architecture

Former System Architect at Bitfury and Post-
Doctoral Fellow at ETH Zurich, with a strong 
background in system engineering and 
embedded hardware/software design. 

Bert Moons, PhD
Director of System Architecture

Former Research Scientist at Qualcomm AI 
Research. Also served as a Hardware 
Architect at Synopsys. Holds a PhD in 
Embedded Deep Learning summa cum laude 
from KU Leuven.

Jonathan Ferguson, MSc
VP of Silicon Engineering

Former Director of Silicon Engineering at 
Graphcore. Also served as Director of Silicon 
Engineering at Xmos. Earlier, a Senior Design 
Engineer at Broadcom

Ioannis Koltsidas, PhD
VP of Software

Former Tech Lead at Google. Previously 
served as a staff technical lead at IBM 
Research. Holds a PhD in Computer Science 
from the University of Edinburgh.

Flavio Devide’, MBA & MSC
VP of EMEA Sales

Former Sales Director for OEM Global 
Accounts at Lenovo and CTO for Edge & GTM 
Strategy at Dell. Holds an MBA from Texas 
A&M International University and an MSc from 
Politecnico di Milano.

Marco Barbato
Director of AI Integrated Systems 

Former Director of AI Integrated Systems at 
Bitfury. Previously held leadership roles at 
AAEON Europe and Advantech, driving 
innovation in AI and IoT solutions.

Theodoros Rekatsinas
VP of Machine Learning

Co-Founder of Inductiv  (acquired by Apple), 
Theo was  a professor of Computer Science 
at ETH and Research Scientist at Apple

Meghna Singh, MBA
Chief People Officer

Former Senior Manager of People at 
McKinsey. Previously a Talent Manager at 
Booking.com and Lead Talent Acquisition at 
Infosys. Holds an MBA from Symbiosis 
Institute of Management Studies.

Manuel Botija
VP of Product Management

Former VP of Product of GML (now SNAP) and 
Product Manager at Sequans 
Communications
17 years of experience in semiconductor 
startups in Europe and Silicon Valley with 2 
exits

Marta Ostroumoff
Chief Financial & Operations Officer

Former CFO at Oxa. Previously served as head 
of finance at Prodrive as well as other various 
positions in management and accounting

Eke Bijzitter
Head of Legal

Former Governance and Corporate Officer of 
Thales Gemalto

Louis Mather
VP of Strategy

Former Associate Partner in Bain’s 
Technology practice and co-founder of 
xcharta (AI / computer vision platform) 

Tricia Dugan, MSe
VP of Americas Sales

Former Global Sales leader at Qualcomm 
responsible for launching a new category and 
driving significant sales. Experience across 
silicon engineering, GTM and sales. MSe from 
National Technical University.

Nicolas Silvestre
Director of Sales, APAC

Former Sales Director for the Edge Category 
at Intel; led strategic sales development for 
edge and serve platforms across key global 
strategic customers. Based in Taiwan.

Philip Hassell
VP of Program Management

Former Software PMO lead at Intel; over 20 
years' experience in developing cutting-edge 
technologies and bringing them to market

Alexis Crowell, MBA
Chief Marketing Officer & GM Americas

Former VP & CTO  for Asia Pacific & Japan 
Region at Intel Corporation. Background in 
engineering management, finance, 
operations across 7  countries. Holds an MBA 
in Finance from the University of Pittsburgh.
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