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AI Supercycle take-off: AI Scaling
Predictable intelligence improvements with resource increases
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AI Training Scaling heroes

High-Bandwidth Memory (HBM)
to scale the Memory Wall of data-centric AI

GPU Tensor Cores
for massive matrix calculation compute

Systolic Array
2D Array of Processing Elements that multiply and 
accumulate matrix coefficients in a streamed pipeline 
fashion, hence ‘systolic’, like a pumped blood flow.
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1978: Concept proposed

2016: Google TPUv1

2017: Nvidia Volta V100

2025: Nvidia B300
           640 64x64 cores

> 95%
GPU Processing capacity

Package substrate

Interposer

Logic Die GPU

HBM DRAM

HBM DRAM

HBM DRAM

HBM DRAM • Stacks of DRAM layers (→16)
• 1024 bus for high speed

• Close vicinity to GPU: 
on interposer with 
micro-bump bonding

75%
of cost

of GPU module
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The Inference Shift
Date Center inference workloads overtake training in 2026
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Inference Drivers

• AI Diffusion
Societal adoption of AI services
by consumers & enterprise

• Test-time Training
Reasoning techniques like Chain-
of-Thought to scale intelligence 
at inferencing time
→ 2-6x token usage

• Agentic AI
Time horizon of autonomously 
executed tasks doubles every 7 
months (Metr)
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Training and Inference
A high-level comparison with the Media Industry

IntelligenceMedia

Media production Intelligence production (training) - “Sprint”

Media delivery Intelligence delivery (inference) - “Marathon”

Top Talent

Premium
Content$ 500M $ 500M

Top Talent

Premium
Intelligence

€
Frame

€
Token

CDN
AI

Grid
Video

Compression
Model

Compression

Distillation
MoE
FP4

Quality of
Experience

Quality of
Experience
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AI Inference Scaling

AI Inference
Scaling

→ €/Token

Model Compression
distillation, quantization,
pruning, refactoring

Architectural optimizations
Mixture of Experts,
Speculative decoding

Encoding optimizations
Data pre-processing

Inference Custom Silicon
Inference disaggregation
Compute-near-Memory

AI Model Inference Scaling
Decrease compute & memory needs

AI Inference Compute Scaling
Increase compute & memory efficiency

Workload distribution
Offload to device NPU
Edge inferencing

Memory optimizations
KV Cache offload
High Bandwidth Flash (HBF)

Diversification
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Hyperscaler custom accelerators

2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026 2027

TPU

Inferentia Trainium

SeedChip

Maia

MTIA

Titan

Kunlun

Hanguang

Zixiao

Zhenwu

X1

Deep Learning Transformer LLM
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GPU vs ASIC

Common technologies

Powerful tensor compute cores

Advanced logic nodes

High-Bandwidth Memory (HBM)

Advanced packaging

Scale-up superpods

Comparable specifications

GPU: Versatility and programmability
• multi-threading

• dynamic workflows at runtime

• flexible and granular memory access

• programmable operator sets

Versatile and general purpose: training & inference

Rapid deployment of novel workloads

ASIC: Efficiency and throughput
• optimized for single pipeline

• static workflows

• predefined massive memory transfers

• predefined limited operator sets

Efficient inference of 
stable and mature workloads at scale

Compute

FLOPS

Memory

GB

Data Transfer

Tbps

Diversi-
fication
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Inference disaggregation

Phase Prefill Decode

Function • KVCache calculation
(attention)

• 1st token generation
• QoE:

Time-to-First-Token

• Autoregressive 
generation of all 
response tokens

• QoE:
Tokens per second

Arithmetic
intensity

High Low

Memory 
reading

Medium Very high

Memory 
writing

Medium Very low

Compute-bound Memory-bound

KV Cache

Massive
context
window

Code base

Long video

Doc library

Chat history

Output
token
sequence

GPU1

GPU2

Nvidia Rubin CPX
• 128 GB GDDR7 memory iso HBM

→ Lower-cost, more energy-efficient

SRAM-Centric accelerators
• Ultra-high speed memory transfers
• Groq, SambaNova, Cerebras

Diversification
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Memory Innovations

High-Bandwidth Flash (HBF)SRAM-Centric accelerators

• AI accelerators use Static Random Access Memory (SRAM) 
for on-chip registers and L1/L2 caches.

• SRAM-Centric accelerators add and distribute SRAM over 
the chip, close to tensor processing cores. SRAM covers 
>50% of the chip area.

10x faster than HBM:
access latency and transfer speed

Capacity limitations
SRAM has much lower density than DRAM and 
competes with logic for chip area
(Groq: 230MB SRAM on-chip)

+

-

→ Inference decode
• Medium-size and sparse MoE models
• Low-latency applications (e.g. live translation)

• Use the HBM approach of memory stacks mounted on 
interposer with advanced packaging

• Use NAND Flash memory layers in stead of DRAM

Higher capacity and lower cost+

Slower writing speeds
Higher access latency and slower writing speeds
Limited endurance
Limited number of writing cycles

-

→ Inference decode
• Large models: hybrid memory architecture with HBM 

as high-speed cache in front of high-capacity HBF
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Diversification: memory pyramid expansion

Weights memory SRAM

HBM

DDR – GDDR

NAND Flash

Flash SSD (Solid State Drive)

HD (Hard Disk)

On Chip

On Chip

On System (Interposer)

On Board (PCB)

On Board (PCB)

Storage Bay

Storage Bay
T

ra
n

sf
e

r 
sp

e
e

d
 &

 C
o

st
/b

it

HBF

SOCAMM LPDDR for CPU

On System (Interposer)

On Board (PCB)

Registers On Chip

L1/L2 Caches SRAM

AI Accelerator
(GPU/ASIC)

Memory

AI CPU Memory

New tiers
in the

memory
hierarchy
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GPU Semi-custom
GPU

Hyperscaler
ASICS

Spatial Dataflow 
Fabrics

GenAI Inference
Accelerators

Deterministic
Inference

Transformer
Silicon

The flexibility-efficiency spectrum for AI accelerators
GPUs, Hyperscaler ASICs and Start-Ups’ accelerators

Versatility and Flexibility

Efficiency and low TCO

(1)

(2)

(1) Nvidia Rubin CPX for inference prefill
(2) AMD agreement with Meta for semi-custom GPU
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Matching AI inference workload diversity to AI silicon 

Model
size

Context
length

Mixture
of Experts

Latency
Interactivity

Agentic
AI

Disaggregated
Inference

MaturityReasoning

GPU ASIC

Agentic
CPU

HBM

SRAM HBF

Device
NPU

Near-
Memory

Compute

Inference Workload Shapes Multi-Silicon Solutions

Software Speed Hardware Speed
AI-powered chip design (EDA)
Modular chiplet-based design
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Looking forward: continued diversification

AI
Techno

Models

Memory

Workloads

Compute

Transformer

Diffusion

State Space
Neurosymbolic

Training
Inference

Agentic AI Physical AI

GPU
ASICs Device NPU Post-von Neumann

HBM

SRAM
HBF Memristors

Optical
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The AI scaling landscape 1.0 - Training

AI Factory

Scale-Up
• GPU nodes/pods
• Memory hierarchy

Scale-Out
• GPU clusters
• Storage fabric

Node-Scaling

GPU
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The AI scaling landscape 2.0 - Inference

AI Factory

Scale-Up
• GPU nodes/pods
• Memory hierarchy

Scale-Out
• GPU clusters
• Storage fabric

Node-Scaling

GPU

Scale-Across

Scale-Diverse: Multi-Silicon

ASIC
Post-von
Neumann

SRAM HBF

Scale-In

Chiplets – 3D Packaging – Heterogeneous Integration 
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The AI scaling landscape 3.0 - Distributed AI infrastructure

AI Factory

Scale-Up
• GPU nodes/pods
• Memory hierarchy

Scale-Out
• GPU clusters
• Storage fabric

Node-Scaling

GPU

Scale-Across

Scale-Diverse: Multi-Silicon

ASIC
Post-von
Neumann

SRAM HBF

AI Grid

Scale-Near

Scale-In

Chiplets – 3D Packaging – Heterogeneous Integration 

Intelligent
Devices

Scale-Local

NPU

Diversification: power, form factor, cooling…
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Conclusion: Scaling, Diffusion, Diversification

AI Supercycle

Workload

AI Silicon

Scaling

Diffusion

Multi-silicon
Diversification

Silicon node scaling

Scale-In: chiplets, 3D packaging

Scale-Up, Scale-Out, Scale-Across

Scale-Local (Device)

Scale-Near (AI Grid)

Take-off

Silicon node scaling

Cluster scaling:
DC Scale-Up & Scale-Out

GPU HBM

Training FLOPS € / tokenInference
Variety

Distribution
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